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Abstract
Feature descriptors are used to describe salient image key-
points in a way that allows easy matching between differ-
ent features. Modern binary descriptors use bit vectors
to store this information. These descriptors use simple
comparisons between different keypoint parts to construct
the bit vector. What they differ in is the arrangement of
keypoint parts, ranging from random selection in BRIEF
descriptor to human vision-like pattern in the FREAK
descriptor. A recent descriptor D-Nets shows that line-
based arrangement improves recognition rate for feature
matching. We show that by extending the comparisons
to line arrangement better describes the spatial structure
surrounding the keypoint and performs better in standard
feature description benchmarks.

Categories and Subject Descriptors
I.4.7 [Image Processing and Computer Vision]: Fea-
ture Measurement—Feature representation

Keywords
binary, feature descriptor, spatial structure

1. Introduction
Feature descriptors are a useful tool in computer vision
with many applications. They are used to find similar
image parts in multiple images. Feature descriptor can
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be applied to find similar images (content-based image
retrieval), categorize images (scene classification), recog-
nize objects in the image (object detection) or stitch im-
age panoramas (finding border overlaps).

A feature descriptor describes the surrounding of a key-
point into a numeric vector in such a way, that similar
keypoints have “close” vectors, with varying definition of
“close” (typically Euclidean distance, but other metrics
can be used, such as Hellinger distance).

Traditionally, numeric vectors were used as the descrip-
tors, where each element of the vector is a floating point
number. For example, the SIFT descriptor [7] uses 128-
dimensional vector to represent the descriptor, the newer
and faster SURF descriptor [2] uses 64-dimensional vec-
tor, color-enabled derivates of SIFT use even larger de-
scriptors. The problem with these descriptors is their size
(4 bytes per each float element) and processing require-
ments - to calculate the Euclidean distance between two
vectors during descriptor matching, a sqrt operation is
required, and a large number of descriptors usually needs
to be matched (approximately 500 descriptors per image).

Recently a new family of feature descriptors started ap-
pearing - binary feature descriptors. Instead of using
float elements, they use a bit vector to store the de-
scriptor. This allows to capture a much larger number of
features, because each vector element is essentially 32×
smaller than in a float-based descriptor. The other ad-
vantage of using binary descriptors is the ability to do fea-
ture matching quickly. Matching is accomplished by find-
ing close vectors, which in case of binary vectors means
using Hamming distance. This is very efficient to compute
using the binary XOR operation. The Hamming distance
is the number of bits set to 1 in the result of the XOR.
The bit counting is implemented on newer X86 processors
using the popcnt SSE instruction, leading to very efficient
matching.

The binary feature descriptors compute their elements
(individual bits) by comparing different parts of the key-
point surrounding. In this paper, we show that by ex-
tending the comparisons to form a line-based structure,
we can increase the precision of binary feature descriptors.

2. Related Work
The first widely used feature descriptor with binary ele-
ments is BRIEF [3]. This descriptor uses a simple com-
parison between two pixel positions. If p is the image
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patch around a keypoint, and a and b are the two posi-
tions to be compared, then a single bit τ representing this
comparison can be calculated as Equation 1.

τ(p,a,b) =

{
1 if p(a) < p(b)
0 otherwise

(1)

If we create a binary vector by concatenating the bits
formed by τ , we get a binary feature descriptor. This
simple comparison is essential and is used by recent binary
descriptors. The arrangement of comparisons in BRIEF
was chosen to be random, but fixed at compile time, as
can be seen in Figure 1 left.
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Figure 1: Left: Random arrangement of pairs
in BRIEF [3] descriptor as implemented in the
OpenCV library. Right: Sampling pattern of
FREAK [1] descriptor. The density of recep-
tive fields decreases exponentially from the center.
The standard deviation of the Gaussian kernels for
each field is represented by circle radius.

The first derived descriptor to use this basic comparison
structure was ORB [9], which added rotational and scale
invariance to BRIEF, but otherwise remained unchanged.
The second descriptor based on pair comparisons was
BRISK [6], which replaced random arrangement with a
rigid structure and provided a custom keypoint detector.
Instead of sampling single pixels, BRISK samples a Gaus-
sian average over the sampling locations, and the radius
of sampling increases the farther a point is from the cen-
ter. BRISK arranges these regions such that they do not
overlap.

The latest binary descriptor, which is based on compar-
isons is FREAK [1]. This descriptor has a special sam-
pling structure, which can be seen in Figure 1 right. The
detection regions overlap, and the density of sampling
points decreases exponentially from the center. The far-
ther from center, the larger area a sampling point covers.
The authors claim that this arrangement is similar to hu-
man eye, which has most photo-receptors in the fovea
(near the center of the retina). There are 43 sampling
points, which form 903 possible comparison pairs. Since
the resulting descriptor is just 512 bits long, the authors
selected the most representative comparisons by training
on a dataset of 50000 keypoints.

A new, alternate descriptor has appeared recently – D-
Nets [10] (descriptor networks). In contrast to other de-
scriptors, D-Nets does not describe image patches, but
instead describes the structure between the keypoints by
sampling intensities on the lines connecting the keypoints,
as can be seen in Figure 2. A line between two keypoints
is sampled and the values are binarized and stored in a

bit vector. This information is then used to find similar
paths in other images.

The move from describing a keypoint surrounding to trac-
ing a path between keypoints is a completely different ap-
proach to classic feature description and requires a new
matching strategy, which the authors based on Hough vot-
ing. Despite being very different to previous approaches,
the descriptor does provide good performance and the
results are on par and sometimes better than current de-
scriptors.

Figure 2: The layout of sampling in the D-
Nets [10] descriptor. Instead of sampling the sur-
rounding of a single keypoint, pixel values on a
line between two keypoints are sampled, normal-
ized and stored as a bit vector.

3. FREAK with Spatial Structure - LFREAK
We propose a new descriptor Line-FREAK (LFREAK )
based on the sampling pattern of FREAK descriptor and
modified in a way inspired by the line-based sampling
of D-Nets. Instead of storing a single bit for each pair,
as represented by Equation 1, we store multiple bits per
single pair depending on parameter S, which determines
the number of samples. Notice that by selecting S = 1
we get the original FREAK descriptor by definition.

3.1 Sampling
When considering the pair A, B of sampling points, the
FREAK descriptor would find a single bit if the average
value in the image patch area A is darker than area B.
Instead of producing a single bit, we sample multiple po-
sitions between these areas, as can be seen in Figure 3.

Figure 3: Bit sampling between two endpoints A
and B. This example uses S = 4 samples. The
position and size of each sampling position is in-
terpolated between the points, asymmetry being
intentional.

The calculation for a single element bit vector pA,B rep-
resenting the pair A, B can be seen in Equations 2 and 3,
where I(X) represents the average intensity of an image
area X given the position x, y and radius σ of the area.
Each bit bi represents a comparison between current point
vi and next point vi+1. Other encoding schemes were con-
sidered, like normalizing and discretizing the values at vi
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(as implemented in D-Nets), but they did not lead to de-
sirable results.

bi =

{
1 if I(vi) < I(vi+1)
0 otherwise

(2)

pA,B =

S∑
i=1

2i−1bi (3)

The resulting bit vector descriptor is the concatenation of
pA,B for all pairs (A,B) ∈ P , where P is the ordered set
of selected pairs (see Section 3.2).

3.2 Pair Selection
The order of pairs in the comparisons is fixed and deter-
mined off-line, similar to the order in which BRIEF pairs
are pre-determined. In order to find the most discrimi-
native pairs, we used a similar method as in the FREAK
descriptor, however on a much larger scale.

In order to determine the best pairs, we used the entire
PascalVOC 2012 [4] dataset, consisting of 17,125 images.
From this dataset we extracted more than 5.3 million
keypoints, which is more than 100× the amount of key-
points the FREAK authors used. The key observation is
that the most discriminative pairs have a mean value clos-
est to 0.5 over the entire dataset. The farther from 0.5,
the more biased a pair is towards a certain value. This
fact is formally described by the binary entropy function
Hb(p) = −p log2 p− (1− p) log2(1− p). Fortunately is it
not necessary to calculate the entropy, which would be an
expensive operation.

To get the most discriminative pairs first, we need to sort
the pairs with mean values mi according to |mi − 0.5| in
ascending order. The distribution of mean values after
sorting is shown in Figure 4. After sorting, there may
be some discriminative pairs (with mean mi close to 0.5),
which give similar results to other pairs, e.g. neighboring
collinear pairs. We reject those pairs by filtering using
correlation – pairs having high correlation (≥ 0.8) with
already selected best pairs are simply ignored.
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Figure 4: The distance of mean values of selected
pairs from the value 0.5 after sorting. The sorting
shows a linear structure in the distances - while
the best pairs have mean value close to 0.5 (0 on
the Y-axis), the most biased/least discriminative
yield values close to 0 or 1 (0.5 on Y-axis).

3.3 Other Attributes
During experiments we also modified other parameters of
the descriptor. First change was the number of pairs from
the original 512. Since for each pair we calculate 4 bits, we
reduced the number of pairs to 128. The second change

was to increase the detection area over the keypoint (from
22px to 44px), since we are capturing not only the end-
points, but also the path between them, requiring larger
areas to be meaningful.

4. Evaluation and Results
We used the standard local descriptor evaluation dataset
first presented by Mikolajczyk [8]. This dataset consists
of multiple scenarios, ranging from translation, viewpoint
change, blurring, zooming to JPEG compression.

Each scenario contains a starting image, from which other
images are transformed. An exact transformation descrip-
tion (a homography) between each image and the starting
image is provided. This information is used in matching
evaluation. The evaluation consists of the following steps:

1. Find keypoints kb and compute descriptors db in the
base image

2. For each test image:

(a) Find keypoints kt and compute descriptors dt

(b) Load known homographyH and transform key-
points kb from base to test image kH

(c) Match descriptors dt to db

(d) Calculate the real vs. expected overlap of key-
points kt and kH

The calculated precision is the ratio of keypoints where
the overlap of the area between transformed base key-
points and their matched test keypoints is above a given
threshold. We used 0.8 as the threshold, with 1 being
total overlap between the keypoints. A keypoint is ap-
proximated by a circle of the size of a keypoint, which
becomes an ellipse after perspective transformation.

We evaluated multiple descriptors in this evaluation, and
apart from our LFREAK we included the following algo-
rithms: SIFT, SURF, BRISK, FREAK. All of these are
available in OpenCV 2.3 and were run without modifi-
cations. For a fair comparison considering only the de-
scriptor algorithms, all descriptors were tested on the
same keypoint data computed using the Difference-of-
Gaussians algorithm implemented in SIFT. As was men-
tioned earlier, the number of pairs in LFREAK was de-
creased to 128 pairs to match the descriptor size of original
FREAK descriptor, which is 512 bits.

The results of this evaluation can be seen in Figure 5.
Each chart represent the precision (as described earlier)
of selected descriptors for a dataset given in the title. The
horizontal axis represents the image pair for which the
homography is loaded and over which precision is calcu-
lated. The first image is always used as the base of the
comparison.

On multiple occasions our LFREAK outperforms rival
descriptors, and almost always performs better than the
original FREAK descriptor. This means that the spa-
tial extension by sampling multiple locations instead of
performing a single comparison improves the precision
of feature matching in binary descriptors. It does not
always achieve better results, mainly in situations with
large perspective change. This is caused by the fact that
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perspective projection changes the pixels compared using
the simple linear interpolation, leading to worse perfor-
mance.

Precision of feature descriptors on selected datasets
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Figure 5: Precision of evaluated descriptor algo-
rithms over selected datasets. The precision is
calculated as the ratio of keypoints which over-
lap with the transformed ground truth data be-
tween the images listed on X-axis within the given
dataset.

5. Conclusion
We created LFREAK, an extension of the FREAK de-
scriptor by extending the sampling from a single pair com-
parison to sampling multiple points along a line between
a pair. We selected the best discriminating pairs from an
extensive and widely used dataset PascalVOC 2012 con-
sisting of about 5 million descriptors and ordered them by
their entropy. By increasing the number of bits per pair,
we decreased the number of pairs required for description,
eliminating many ”weak” pairs.

The performance of our descriptor was evaluated on a
standard local feature description evaluation dataset by
Mykolajczyk, and on multiple occasions our descriptor
outperforms other feature descriptors on the same set
of keypoints, and having on average 3.7% better perfor-
mance than the original FREAK descriptor. We attribute
this increased performance to the fact that our descriptor
better describes the surroundings of a keypoint by denser
sampling near the center of the keypoint.

We intend to experiment with the parameter S and the
layout of sampling points to attempt to achieve better re-
sults. The current interpolating layout captures too many

points near to the center of the keypoint, thus possibly
causing redundancy. Another possibility for better per-
formance is to extend the comparisons into color space in
a backwards-compatible way for gray-scale images, simi-
lar to the way we implemented this change in the Color-
BRIEF descriptor [5].
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