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Abstract
Ever since first digital images appeared, computer scientists all over the world have been trying to computationally estimate their similarity. So far, no solution as
good as human brain was found. This paper presents another technique that tackles with this issue, using singular value decomposition – a matrix factorization method
which extracts main features of the data. In addition to
technique description, paper also offers some experimental results obtained using this method. These experiments
show that presented technique produces satisfying results,
which means it may be used to solve the image similarity
puzzle.

Categories and Subject Descriptors
I.4.9 [Image Processing and Computer Vision]: Applications
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1.

Introduction

Increasing availability of cheap computers and digital cameras has resulted in production of incredibly large amounts
of digital images. High popularity of internet and web services like Flickr, Google Picasa, DeviantArt or even Face∗Bachelor degree study programme in field Informatics.
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book made nearly all of these digital images available to
anybody.
Over many years we have learned that achieving progress
without the loss of what we already know is done by organizing our knowledge, or any kind of information for that
matter. This applies to images as well. Because there are
large amounts of information available, we have to use
computers to accelerate process of its organization. But
when it comes to images, man still outperforms machines
for most of the tasks.
Content-based image retrieval is a discipline which aims
to help us analyze visual content of digital images. Identification of people, places or objects is not only important
in process of organizing images. It can also help us in
many other ways, for example to block sexually explicit
content, find criminals on surveillance footage etc.
Image content analysis is computationally intensive task.
Processing even medium-sized datasets is certainly not a
job for only one computer. This is where distributed parallel computing comes in. In 2004 Google presented [2]
MapReduce programming model which simplifies the development of distributed applications. It provides a simple way to parallelize computation and handles all repetitive tasks like equal data distribution and failure recovery.
In this paper we focus on the image similarity problem
in medium-sized and large datasets. We also describe
the matching method based on singular value decomposition. Experimental results, presented in last section, were
obtained using open-source MapReduce implementation
Apache Hadoop [4].

2.

Image similarity

A very important part of content-based image retrieval is
determining the similarity between two images. Human
brain can perform such task in virtually no time, but the
same does not apply for computers. A lot of scientists
or even whole companies are trying to come up with an
ultimate solution to this problem. This section presents
a method based on singular value decomposition, which
can be used to solve the issue.

2.1

Singular value decomposition

In linear algebra, singular value decomposition is a matrix
factorization method [3]. It decomposes matrix A into
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3.

three matrices – U , S and V :

Implementation

(1)

The actual application used to obtain results presented in
this paper consists of two main parts.

VVT =I

(2)

UUT = I

(3)

The first part performs image pre-processing and calculation of singular value decomposition for each image in the
input dataset. Results are then stored in multiple output
files. Since this part is the one that is computationally expensive, it was implemented as a MapReduce (Hadoop)
application. Thanks to this, it can be easily parallelized
and scaled.

A = U SV

T

so that

where two identity matrices I may have different order. S
is a diagonal matrix consisting of singular values of matrix
A. Columns of U and V are called left and right singular
vectors of matrix A.
Singular value decomposition has many practical applications [3]. First example is finding the rank of the matrix.
This rank is equal to the number of singular values greater
than zero. In case of errors or noise in original matrix,
singular value decomposition can be used as numerically
reliable estimate of the rank of the matrix. Next application is computation of generalized inverse of a matrix,
which is closely related to the linear least squares problem. Another example is approximation of original matrix
A as matrix A0 with lower rank:
A0 =

k
X

ui si viT

The second part is responsible for finding similar images.
It takes a query image as input, then does the same preprocessing as the first part of the application and finally,
calculates singular value decomposition – thus producing
query vector. In case that query image was already processed by the first part of application, it can be obtained
from its output. After that, the application calculates the
angles between the query vector and the vectors of all images in dataset. Sorted angles and respective images are
output of the second part of the application. As execution
takes only few seconds, it is not necessary to parallelize
this part, although it would be very easy.

(4)

i=1

3.1

where ui , vi are i-th columns (singular vectors) of matrices U , V and si is i-th diagonal value (singular value)
of matrix S. The value of k represents rank of matrix
A0 . This approximation does have multiple practical applications in image processing, for example lossy image
compression and noise reduction [1].

Image pre-processing

OpenCV library [5] (version 2.1) handles all image processing operations in the application. Before the actual
computation of singular value decomposition, following
pre-processing is done with input images:
• scaling to a size of 512×512 pixels,

2.2

Matching algorithm description

• getting rid of noise and of small unimportant objects, textures or other details – currently 9×9 median blur,

Another application of singular value decomposition was
proposed by Zeng, J. et al. [6] – matching method used to
determine similarity of images. Slightly modified version
of this method is described in the following paragraph.
Let A and B be the two images. We are interested in
finding out the degree of similarity between them. First
of all, we compute singular value decomposition of both
images using formula 1. In the next step, we transform
each matrix S as follows:
 
1
1 
T
0

S = Sk  
= s1 s2 ... sk
(5)
...
1
where k represents the number of rows and columns of the
matrix S (hence the number of singular values) we want
0
to use. After this transformation, we have two vectors SA
0
and SB . Now, the similarity of the images A and B can
be measured as the angle between these vectors:
S0 · S0
similarity = cos(Φ) = 0A B0
|SA | · |SB |

(6)

0
0
0
0
where SA
· SB
is dot product and |SA
| and |SB
| are the
lengths of corresponding vectors. Since similarity is expressed as cosine of the angle, its value belongs to interval
0similarity1. Values close to 1 tell us that the size of the
angle is almost 0Âř which means that both vectors have
approximately same direction – they are very similar and
so are the respective images. On the other hand, smaller
values of similarity suggest that the angle between the
vectors is bigger which means the vectors and the images
are less similar.

• reducing the number of colours, default is 27,
• converting image to greyscale,
• optional edge detection.
Multiple combinations of parameters of these pre-processing operations were tested out, as can be seen in experimental results section.

3.2

Hadoop

Part of the application is implemented using Apache
Hadoop MapReduce framework. Next paragraphs describe some related features.
Hadoop was designed to be able to process large amounts
of data. To make this process as effective as possible,
Hadoop and mainly Hadoop distributed file system are
adapted to operate on smaller amounts of bigger files [4].
On the other hand, image processing is all about big number of small files. Since this situation is very common,
Hadoop provides SequenceFile file format to tackle with
this issue [4]. Sequence-files consist of key-value pairs.
This file format is also MapReduce-ready, because the
key-value pairs are used directly as input for map operations. Moreover, Hadoop can split sequence-files as necessary and equally distribute input data to all machines
in the cluster. Presented application uses original image
filenames as keys and image data as values.
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Figure 1: Query image.

Figure 2: Results obtained with edge detection.

Figure 3: Results obtained without edge detection.

In the actual implementation, map operations are responsible for image processing and calculation of singular value
decomposition. One map operation processes exactly one
input image. Reduce operation is currently just an identity function (its output is equal to input). Nevertheless,
it can be used later to post-process map results.

4.

Experimental results

This section presents some experimental results obtained
by running described image matching method on sample
dataset with roughly 2000 images (2 gigabytes). They
consist of three categories: nature, urban and transportation.

4.1

Edge detection

Singular value decomposition captures most significant
features of the data [3]. Using this information, two options present themselves. Firstly, we can do edge detection and calculate singular value decomposition of its result. This means we would get the most significant features of lines or edges in the image. Another option is
calculating singular value decomposition of the original
image (no edge detection). This way we would get the
most significant features of whole areas of the image. Both

methods were tried out (on transportation dataset, which
consists of cars, trains, planes, etc.) and results are shown
on figures 2 and 3. Figure 1 contains the query image.
Despite the fact that multiple experiments were realized,
we were not able to objectively decide whether the edge
detection improves the results or not. Section 6 discusses
future work and proposes an evaluation method to solve
this problem. This method is based on evolutionary algorithms.

4.2

Whole dataset

Tests executed on transportation subset produced satisfying results, so the next thing which needed to be done was
using the whole dataset. Sample results are shown on figure 5 and respective query image on figure 4. The results
might not appear to be as good as desired. However, all
the images share one common and very important feature
– they all do have simple background and one dominant
foreground object. This suggests that the singular value
decomposition has done exactly what it was supposed to
do. Since the method is not aware of the content of any
image, there is no way it could have assigned higher similarity to the images containing planes.
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Figure 4: Query image for whole dataset.

Figure 5: Results obtained using whole dataset for query image on figure 4.

5.

Conclusions

In this paper we presented an implementation of a solution to the image similarity problem. It uses singular value decomposition and was inspired by the work
of Zeng, J. et al. [6]. The implementation uses Apache
Hadoop MapReduce framework, which makes it possible
to easily experiment with medium-sized and even large
datasets of images.

Section 3.1 describes image pre-processing operations with
variable input parameters. Each combination of these parameters could create different input images and therefore
different similarities would be calculated âĂŞ as presented
in section 4.1. The problem of finding the best combinations could be solved using evolutionary algorithm. Its
fitness function would be based on evaluating the similarity of prepared groups of images which are known to be
similar. This solution is already being implemented.

Singular value decomposition is supposed to extract most
significant features of a matrix [3]. Experimental results
presented in this paper suggest that the same applies for
images and that it is possible to exploit this feature in the
field of content-based image recognition.
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