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Abstract
Object recognition is a rapidly developing area of research.
In our work we concentrate on detection and recognition
of planar objects, like images and logos. a planar object is located in an image by finding a homography between the images. We describe the overall methodology
for finding this homography using local feature description and matching. We also describe the most prominent
algorithms used for locating and describing local features.
We present multiple criteria for the homography to reduce
the number of false positives and measure their impact on
hand-made ground truth datasets.

recognize and identify objects in an image is essential in
AR applications and is also often used in commerce for
quality control, surveillance and visual identification.
In this work, we concentrate on the recognition of planar
objects — objects that can be represented using 2D images, like pictures, signs and logos. These can be used as
markers in augmented reality applications, serve as a base
for content-based image retrieval and search, or as a way
to identify road and warning signs from a live camera view
in robotic applications.

Categories and Subject Descriptors

2.

I.4.7 [Image Processing and Computer Vision]: Feature MeasurementFeature Representation; I.5.2 [Image
Processing and Computer Vision]: Pattern RecognitionFeature Evaluation and Selection

The method for planar object recognition that we use in
this work is described in Figure 1. Our additions and
modifications to the general methodology are marked in
gray. The process is separated into two phases - training
and execution.

Method Overview
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1.

Introduction

Object recognition is an important, if not one of the most
important, part of computer vision in context of augmented reality with many recent developments [4] and
many potential commercial applications. The ability to
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In training phase, a gray-scale image of a known object
is used as the input training image. Afterwards, we apply feature detection and feature description, phases common to both training and execution phase. They are
more thoroughly described in Section 3 and 4 respectively,
along with the description of the most widely used algorithms. These processes result in a series of vectors, one
for each detected feature — feature descriptors — which
are saved in a way that they can be used in the execution
phase.
The first steps of the execution phase are the same as in
training phase, but processed for a target image, in which
we want to find the planar object. The result of feature
detection and description — descriptors — are used as
an input to the phase of feature matching (Section 5).
In this process, pairs are created between the descriptors
from the training and live image according to the nearestneighbor search. Our addition of irrelevant pair removal
and it’s implications is also discussed in that section.
Once the matches are found, a homography is calculated.
Homography is a perspective mapping between the training and target image. The existence of homography specifies, whether the training image is located in target image, and also directly specifies the location and perspective transform of the training image in target image. Because of a high chance of false positives with the finding
of homography, we also discuss the criteria for rejection
of bogus homographies in Section 6.1.
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Figure 1: Method of planar object detection used.
enhanced in this work.

3.

Local Feature Detection and Description

A feature is a part of an image with some special properties that can be used to perform certain calculations,
like tracking and matching. In this work, we deal with
local features, that is features describing a part of an image, as opposed to global features, describing the image
as a whole. There are several kinds of local features, like
lines and curves (detectable by the Hough transform), but
in this work we deal with point features, like corners and
points with a lot of texture, also called keypoints.
The main property of feature detection algorithms is that
they detect key features repeatedly — the same features
should be detected even under different lightning conditions and under affine transformations, like rotation and
translation. Many algorithms also detect the same features under perspective transform. There are multiple
algorithms for feature detection, among which the most
prominent are:
• Harris Corner Detector [6] and the “Good Features
to Track” detector [11], which use the eigenvalues of
the Hessian matrix to determine, whether a point is
a corner.

Highlighted boxes represent the parts that are

ture descriptor. These can be used for matching features between different images. Ideally, the descriptors
should be invariant to scale, translation, rotation and various scene changes, like lightning, noise and blur, so that
the same local feature can be identified in different images
with varying conditions.
There are several algorithms for feature description, most
prominent of which (SIFT and SURF ) are described in
this section. There are many applications of feature description and matching, including image comparison and
image content-based search, movement tracking, optical
flow, identification of known objects in an image, panorama
stitching, camera calibration and stereo matching for 3D
reconstruction.
We use feature description to build a database of known
keypoints on the planar objects and then find them in
the target image by comparing them with the descriptors from target image. We use both SIFT and SURF,
and compare their performance. Both algorithms operate
with the Gaussian function G, the Laplacian-of-Gaussian
L (it’s second order derivate) and the convolved image,
C. They are defined in equations 1-3, where x, y are pixel
coordinates, and σ is the scale:

• Most Stable Extremal Regions (MSER) [8], that
identifies extremal regions — regions in an image,
whose all pixels are brighter/darker than the pixels at the region boundary, with O(n) performance
based on the number of pixels.
• Features from Accelerated Segment Test (FAST) [9],
which compares the values of pixels on a small circle surrounding a point and looks for continuous
arcs that are either darker or lighter than the point
by a certain threshold, indicating a corner. As it’s
name implies, it is very fast compared to other detectors, like the Harris detector, while keeping similar repeatability.
The feature description algorithms discussed in the next
section also provide feature detection. They not only locate an interest point, but also calculate their orientation
and size. They are discussed together with the description
algorithms in the next section.

4.

Feature Description

Feature description is the process of creating a vector of
numbers, specifically describing a local feature — a fea-
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Scale-Invariant Feature Transform (SIFT)

SIFT is a patented feature detection and description algorithm developed by Lowe [7]. Although it is possible to
use the algorithm with other keypoint detectors, Lowe
proposes a scale-invariant feature detection by searching multiple image scales. They are also invariant to
image translation, rotation and partially to illumination
changes.
The features are identified as scale-space extrema of the
difference-of-Gaussian (DoG) function. This function is
applied to an image pyramid created from the original
image by continuously blurring and down-scaling the original image. The DoG function D is a close approximation
to the Laplacian-of-Gaussians (k is a scaling factor between neighboring scales):
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Dσ (x, y)

=

[Gkσ (x, y) − Gσ (x, y)] ∗ I(x, y)

= Ckσ (x, y) − Cσ (x, y)

(4)
(5)

Local extrema are selected as the points, whose closest 8
neighbors, and 9 neighbors in the scale above and 9 in
scale below are all higher, or all lower than the selected
point (Figure 2). The position of keypoints is further
interpolated to sub-pixel location using Taylor expansion
of the DoG function. After that, inappropriate keypoints,
like low-contrast points or edges, are rejected.
Once the keypoints are located, or acquired using different feature detector, keypoint descriptors are calculated.
The descriptors are based on the gradient orientation of
the keypoint neighborhood. This process is illustrated in
Figure 2, right. The orientations are collected into bins
surrounding the keypoint. The figure shows 2 × 2 bins,
but 4 × 4 bins are used in the original paper and implementations. Eight orientations are saved for each bin,
so the resulting 4 × 4 × 8 = 128 element vector is called
the SIFT descriptor of the keypoint. It has been used in
many areas and applications, including panorama stitching, sparse 3D reconstruction and face recognition, and it
is de facto standard algorithm for feature description.

4.2

Speeded Up Robust Features (SURF)

SURF is also a descriptor based feature detection algorithm [1]. Like SIFT, it also provides a keypoint detection. It uses a detector based on the Hessian matrix, but
uses integral images to speed up the computation. Authors call this the Fast-Hessian“ detector. The Hessian
”
matrix of the scale-space at pixel (x, y) on scale σ is defined in equation 6. Here, L is the convolution of second
order Gaussian derivate with the image at point (x, y, σ)
in the scale-space.


H(x, y, σ) =

Lxx (x, y, σ)
Lxy (x, y, σ)

Lxy (x, y, σ)
Lyy (x, y, σ)

determinant of the Hessian can thus be calculated using
the sums from the integral image according to formula 9,
where Dxx is the box filter approximation of Lxx (see
Figure 4.2), which can be calculated from equation 8.

det(Happrox ) = Dxx Dyy − (0.9Dxy )2

The SURF detector is also scale-invariant. In contrast
with the SIFT detector, where the scale space is created
by continuously down-scaling the image, in SURF the filter size is increased while the image size remains constant.
Because SURF uses integral images and box filters, it is
very efficient to get the responses for various scales. The
set of keypoints then is the result of local nonmax suppression of det(Happrox ) in the 3 × 3 × 3 neighborhood of
the point like in SIFT (Figure 2).
The descriptor calculation is a two-part process. First,
the orientation of the keypoint is calculated from a circular region surrounding the keypoint. Then a rectangular
region oriented according to the calculated orientation is
scanned and subdivided into 4×4 regions. Horizontal and
vertical Haar wavelet responses are calculated in these regions, along with their absolute values (Figure 4.2, right).
They form the base of the descriptor, which is a vector of
4 × 4 × 4 = 64 elements.

5.

Feature Matching

Feature matching is the process in which keypoint descriptors from two or more images are compared and correspondence pairs are created. There are several methods
of matching the keypoint descriptors. The most basic
method is based on the nearest neighbor search between
two sets of keypoints. Given two images, I1 and I2 , the
n-dimensional vector space is formed by the descriptors
d(k) of the image keypoint sets K1 , K2 . Correspondence
pairs < ki , li > are formed such that:

(6)
∀ki ∈ K1 : li = arg min|d(ki ) − d(l)|

i≤x j≤y
X
X

I(i, j)

(9)



For efficiency reasons, it is possible to approximate the Hessian using box filters, demonstrated by Figure 4.2, left.
The advantage of using these approximations is that they
can be efficiently calculated using an integral image. An
integral image IΣ (x, y) is an image where the value of
pixel p = (x, y) is the sum of values of all pixels between
p and the origin:

IΣ (x, y) =
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(7)

(10)

l∈K2

5.1

Irrelevant Pair Removal

This approach has the disadvantage, that a matching will
be generated for every ki , independent of whether the features are really similar, because a nearest neighbor will always be found. Lowe [7] suggests to use a nearest neighbor
ratio in order to reject non-specific keypoint pair. The Euclidean distances d1 , d2 of two nearest neighbors is compared, and if the ratio dd21 > ε (ε = 0.8 in [7]), the matching pair is rejected. This rejects all keypoints, for which
there is no specific match in second image.

i=0 j=0

To calculate the sum S of the pixel values of the rectangle
specified by [x1 , y1 ], [x2 , y2 ] we only have to use 4 lookups, no matter what the size of the rectangle, by using
the following formula:

S(x1 , y1 , x2 , y2 ) = IΣ (A) − IΣ (B) − IΣ (C) + IΣ (D) (8)
Here, A = (x1 , y1 ), B = (x2 , y1 ), C = (x1 , y2 ), and D =
(x2 , y2 ) are the corners of the area being calculated. The

In many cases, the planar object to be searched for contains very generic features, like corners and simple curves.
This issue often comes up when searching for logos and
simple signs. These features can be found multiple times
in the target image, and can prevent the homography to
be found correctly.
We therefore also remove pairs, which share a common
source keypoint, and also pairs that share a common target keypoint. This removes matches to features, which
are too generic to be specifically matched. These often
represent generic corners and shapes, that can be found
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Figure 2: Left: SIFT keypoints are local extrema of the DoG function. The response of the DoG function
is compared to the nearest neighbors spatially and also in scale space. Right: the SIFT descriptor is
based on gradient orientation calculated from several bins surrounding the keypoint [7].

Figure 3: Left: Gaussian second order partial derivatives in y-direction and xy-direction, and their
approximations using box filter used in SURF [1]. Right: SURF descriptor consists of Haar wavelet
responses in 4 × 4 regions of the surrounding of keypoint [3].
in a log multiple times. This removal reduces the number
of pairs available for homography search, but enhances
the ability to correctly find the homography by reducing
bogus matches.

6.

Finding the Homography

The homography is the perspective projection between
two images. In our method, the existence of homography
between the training and target image means that the object (represented by the training image) exists on the target image. The homography also captures the transformation, that is the size, location and rotation of the object
in the scene.
The homography is derived from the positions of the keypoints in the training and the matching keypoints in target image. The homography is found such that the backprojection error is minimized. Usually all point pairs are
used to find the homography, however the matching often
contains outliers. There are multiple algorithms to remove outliers, like least median of squares (LMEDS) [10]
and random sample consensus (RANSAC) [5]. We use
the RANSAC algorithm, because it gives better results
when there are many outliers, which is often the case when
locating a planar object in a scene.
The disadvantage of the RANSAC algorithm is that if
there are more than 4 points given, it always finds a homography independent of whether the homography makes
sense. If the sought object is not located in the scene,
and spurious matchings are found, the homography can
be found. This situation is demonstrated in Figure 4.

Figure 4: Demonstration of finding of homography. The Fedex“ logo is used as the training im”
age, and it is warped according to the homography and overlaid over the image. Left: the homography of the logo is correctly detected. Right:
the logo is not in the scene, but the homography
is still incorrectly detected.

6.1

False Positive Elimination

In order to lower the possibility of detecting false positives, we propose the following criteria, which decrease
the possibility of detecting planar objects when they are
not in the scene:
1. the projected corners of the training image and it’s
center must lie inside the target image.
2. the polygon formed by projected corners of the training image must be convex.
The first criterion is used to reject all deformed homographies, which project the corners outside the target image.
An example of this state is demonstrated in Figure 4 in
the right image. The disadvantage of this is that objects
which lie partially outside of the target image are not de-
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The graph shows the results when proposed criteria were
enabled, because otherwise the homography was always
found, independent of whether the logo was actually in
the image. Overall, the results show that the feature descriptors provide best results when used with their own
feature detectors.

8.
Figure 5: Examples of images containing the logo
that were used in the evaluation. The resulting
logo is highlighted by an outline, which was determined using the calculated homography.

Figure 6: The evaluation of the proposed method.
Left: the backprojection error in pixels depending
whether the criteria were used or not. Right: The
number of correctly and incorrectly classified images according to method used.

tected, however otherwise partially occluded objects are
detected correctly.
The second criterion is used to reject deformed homographies, which lie inside the image, but form an incorrect
concave (butterfly shaped) hull.

7.

Experiment

In order to examine the rejection performance of the proposed solution, we evaluated an experiment, based on
a dataset with 104 images. Out of all the images in
the dataset, 81 images contained logo and 23 did not contain the logo. Examples of images used in the evaluation
are shown in Figure 5. The ground-truth homography
was created for each image with a logo by hand using
a manual keypoint matching tool.
We measured the performance by comparing the average backprojection error. This is the distance between
the matched target keypoint, and it’s corresponding training image keypoint’s projection using the ground truth.
These were measured only in the 81 images with logos.
Multiple feature detection and description algorithms were
compared — SIFT, SURF, Harris detector with SURF
descriptor and FAST detector with SURF descriptor. The
evaluation was implemented using the OpenCV library [2],
which contains implementations of the feature detection
and description algorithms used in evaluation.
The result of this measurement is depicted in Figure 6
on the first graph. When not using the proposed criteria, the average error is high because it is also calculated
when the homography is not found correctly. The graph
on the right shows the amount of images, that were correctly classified as having or not having a logo, based on
whether the homography is found. The SIFT algorithm
showed the best results, with only 4 mis-classifications.

Conclusion

Feature detection and matching are important areas of
research in context of both augmented reality and computer vision. Many areas of augmented reality, like image
registration, object detection and annotation, pose estimation and 3D reconstruction, rely on robust and fast
feature detection and matching. An overview of the most
widely used methods of feature detection and their evolution was given. We also presented the notion of feature
description and matching, with a description of selected
methods based on descriptors.
We also presented multiple additions to the generic method
of object recognition through feature detection and description, which improve the false positive rate and reduce mis-detections. The impact of our modifications
against the original method was measured using a groundtruth dataset, and resulted in increase of the quality of
the identified homography. The evaluation results show
that the homography search is a viable method for locating a known object in an image. The presented criteria
greatly lower the possibility of false positives. Although
the method does not work correctly for detecting multiple
objects in an image, it improves the detection rate when
there is actually no object on the image.
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