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Abstract
Two original approaches to formal verification of hard-
ware designs are introduced. In particular, we aim at
model checking of circuits with multiple clocks and ver-
ification of parametrized hardware designs. Considering
the former contribution, we introduce four methods which
we use for modelling the clock domain crossing of a cir-
cuit. Models derived in such a way can then be model
checked as usual while possible problems stemming from
the synchronization within a circuit are implicitly cov-
ered. Four proposed ways of modelling a data transfer
differ in their precision and the incurred verification cost.
In the latter contribution, our proposed approach of verifi-
cation is based on a translation of parametrized hardware
designs to counter automata and on exploiting the recent
advances achieved in the area of their automated formal
verification. A parametrized hardware design translated
to a counter automaton can be verified for all possible
values of parameters at once.
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Performance Analysis and Design Aids; B.8.2 [Perfor-
mance and Reliability]: Performance Analysis and De-
sign Aids; D.2.4 [Software Engineering]: Software/Pro-
gram Verification—Model checking
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1. Introduction
It has been observed that verification becomes a major
bottleneck in hardware design development, up to 80%
of the overall development cost or time [1, 2]. There
are two approaches that are widely used in the verifica-
tion phase of the development cycle of hardware systems:
simulation and testing, and formal analysis and verifica-
tion. The main idea of formal verification is to prove
the correctness of a design instead of performing some
random test cases. Different techniques for the proof pro-
cess have been proposed during last decades, one of which
is model checking [3]. Model checking consists in verify-
ing that a model of a system (or sometimes the system
itself) satisfies a given property by exhaustively explor-
ing the state space. If a violation of a property is found,
a model checker provides the user with a counter-example
showing the case when the property does not hold. The
properties to be checked are often expressed by formu-
las of some temporal logic (e.g., CTL or LTL [3]) or in
some specialized property specification language. Each
method of formal verification can be classified using two
criteria: soundness and completeness. A sound method is
capable to detect all possible errors, i.e., if the positive
answer guarantees the correctness of a system. A com-
plete method guarantees that the counter-example found
in a model is also feasible in the real system.

Since the size of state space grows exponentially with
the size of a system, model checking greatly suffers from
state space explosion problem. To cope with state-space
explosion problem, different techniques in hardware verifi-
cation have proven to be useful such as, abstraction meth-
ods simplifying a system before verifying it. An abstrac-
tion (modelling) of a system may be classified as an under-
approximation (model checking of an under-approximated
model is complete, but unsound) or an over-approximation
(allowing the proof do be sound). An over-approximation
is not complete (it introduces false alarms), thus if a viola-
tion of some property is detected on an abstract system,
it should be verified in the original, not approximated,
model.

Even though model checking is successfully applied and
has become the state-of-the-art in many design flows, still
many problems remain [1]. Here, we aim at two of such
problems: (i) multiple clocks of a circuit, or (ii) parame-
trization of designs. When verifying a multiple-clock cir-
cuit, one must take into account that the digital data in
a real circuit are transferred via analog signals. Unfor-
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tunately, current modelling techniques suitable for model
checking assume that the circuit is purely digital, thus er-
rors due to delays of a real circuit may be missed. When
dealing with parametrized designs (parametrization is wid-
ely used when creating libraries of re-usable hardware
components), the problem appears if the number of dif-
ferent configurations of parametric modules is unbound.
In such a case, the state space is infinite, but the current
model checkers used in a hardware design flow work on
a finite state-space basis.

As for what concerns dealing with designs with multiple
clocks, we concentrate on clock domain crossing signals.
We aim at proposing verification approaches capable of
revealing errors related to clock domain crossing signals.
These approaches should be fully automated, i.e., not re-
quiring the users to get involved in verifying clock domain
crossing and even to understand synchronization prob-
lems. Current methods of modelling a system to be ver-
ified are unsuitable for model checking of clock domain
crossings as they hide the transient responses of a circuit.
To deal with this, we provide four approaches to extend
the model of a system with transient behaviour such that
subsequent model checking is able to automatically reveal
synchronization faults.

The second aim of the thesis is to facilitate formal verifi-
cation of parametrized designs. Currently, verification of
parametrized modules includes verification of various con-
crete instances of the modules. In our approach, we were
motivated by the recent advances in formal verification of
a counter automata. The thesis provides the method how
to transform a generic HDL design to a counter automa-
ton to allow verification of all possible configurations of a
design at once.

Structure of the paper. The following section introduces
the reader to to the basics of hardware design HDL lan-
guages, and to the current techniques used for modelling
such designs for their subsequent model checking. The
Sections 3 and 4 discuss both of the original contribu-
tions. We start with an explanation of the problem and
the basic principles of the presented solution. We also
provide the related work in the given area. Subsequently,
a description of the proposed techniques is provided. In
particular, Section 3 deals with verification of designs with
multiple clocks and provides four approaches for model
checking such designs. In Section 4, we discuss the area
of verification of parametrized hardware designs via trans-
formation of an HDL design to a counter automaton. A
general summary of discussed methods provides Section 5.

2. Background

2.1 Hardware Designs in RTL
Even though more and more of the effort is given to
the area of the abstract hardware development (such as
the algorithmic level of a description via ANSI C/SystemC
language), hardware developers still use less abstract level
of a hardware description, register transfer level (RTL).
In RTL, the design is based on the connection of registers,
logic gates, and data transfer between them. A register is
a hardware element which is able to hold data—a bit or
a bit-vector value. The source code of a design includes
a declaration of communication channels of a bit or a bit-
vector type (these will be the wires in a circuit), logic

gates which provide a computation function, and the reg-
isters for holding the current state of a running circuit.

Different Types of a Description. The dataflow descrip-
tion specifies the relation between ports or signals by pre-
defined arithmetic, logic, or conditional connectors. In
structural description, the hardware is designed in a hi-
erarchical structure, i.e., the high-level unit is described
via lower-level components, which are specified with inter-
connection of a circuit elements. We see all the units and
primitive elements simply as components. A component
is an instantiation of the entity. An instance of the entity
is made if the mapping of signals to ports is provided.
If the entity is a generic entity, the instantiation is only
possible if all its parameters are assigned with particular
values. The behavioural description consists of processes
running simultaneously. Each process specifies the be-
havioural characteristics of a hardware it represents. The
behaviour of the process is described by sequential state-
ments like assignment, loop cycle, or condition. We have
to, however, note that sequential statements in VHDL
processes have a different meaning than in typical pro-
gramming languages—the sequence they are based on is
not the execution sequence, but rather a sequence of pref-
erences of how to proceed to the considered output values.
Since there is no way how to efficiently synthesize a hard-
ware design from complex behavioural requirements, the
behavioural and the dataflow description is widely used
for a low-level description of parts of a system (e.g., com-
binational logic gates, simple registers, counters), while
the structural description is used for building more com-
plex components or the entire system.

2.2 Modelling Hardware Designs
Depending on circumstances, the model can be closer or
farther from the actual system, but there are at least two
issues that deserve a closer attention here: namely, mod-
elling of the signal propagation in the circuits and mod-
elling of its environment.

2.2.1 Modelling Signal Propagation
When designing a new digital hardware, developers con-
sider the circuit under construction to be digital, but
the real signals and logic operations are analog. In most
cases, typically when dealing with synchronous hardware,
the digital view on a circuit during the design is not
a problem, since there exist automated methods and tools
which are able to detect problems possibly caused by set-
tings unachievable by real, analog circuits. However, es-
pecially when dealing with asynchronous circuits, we have
to note that there is no universal method how to model
a system such that further verification of the model is
able to reveal problems caused by wrong assumptions of
an analog implementation of the digital design.

In this work, we use so-called zero-delay modelling which,
in contrast to widely used modelling of synchronous cir-
cuits (as described in [3]), gives emphasis to events on
clock signals. Zero-delay modelling considers with the sta-
ble states of a circuit only. Briefly, the stable state of
a circuit is the state that the circuit holds until an ex-
ternal event occurs. On the other hand, unstable states
arise due to transition and propagation delays of real gates
changing their stable states. The zero-delay modelling is
suitable for verification of circuits with multiple clock sig-
nals since the state of the circuit evaluates both common
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signals and the clock signals. Zero-delay modelling deals
with binary values only. It is unable to model tri-state
logic functions or the value of an input port of a compo-
nent which is not connected. Further in the text, we call
the model obtained by zero-delay modelling as the zero-
delay model.

2.2.2 Modelling Environment
When model checking a system, it is desirable to verify
that the specification holds in all circumstances caused by
the environment of a system. To cover all possible runs
of a system, the specification of the environment should
be such that it includes every situation that can actu-
ally happen. This can often be approximated by allowing
a purely random behaviour of the environment. For ex-
ample, in Cadence SMV, the random value of the signal
clk in the next state of the system may be defined by
the assignment statement: next(clk) := {0,1};

The operator next on the left side of the assignment
means that the statement defines the future/next value
of the variable clk. The right side of the assignment
{0,1} represents a non-deterministic choice of values 0
and 1. Such a statement provides the variable clk with
a random value in every step of a system execution.

The randomness of all clock signals allows the model to
represent all possible frequency ratios and phase shifts
between any two clocks. However, modelling all possible
variations of clock signals is undesired in most cases since
it does not represent a real scenario and complicates state
space exploration (e.g., we should exclude from the model
the behaviour in which the clock signal never changes).
This can be easily achieved by using fairness assumptions
expressed, e.g., in temporal logic formulae (for instance,
in LTL, (G F clk)∧ (G F ¬clk) specifies that the clock is
alive, i.e., it is not possible to stop the function of a cir-
cuit).

In the thesis, we use the zero-delay modelling, in which
clock signals are defined as external signals (their values
are retrieved from the environment of the component be-
ing verified). In the case of a property which refers to
a clock event, the event must be expressed explicitly: we
use (¬clk ∧ X clk) for a rising edge of the signal clk and
(clk ∧ X ¬clk) for a falling edge.

3. Verifying Designs with Multiple Clocks
In this section, we aim at verification of data transfer
between two mutually asynchronous clock domains. We
start with a summary of related work in this area and we
provide a description of possible synchronization prob-
lems. Then, we aim at eliminating the need of man-
ual verification of synchronization solutions by providing
an automatic method for deriving a model of the transient
behaviour that can manifest in a given design. A design
composed with such a model can then be model checked
as usual while possible problems stemming from the syn-
chronization are implicitly covered. Four different ways of
modelling the transient behaviour, differing in their pre-
cision and the incurred verification cost, are in particular
proposed. Two of these methods were originally published
in [4]. The two other ones have not yet been published,
they will be submitted for publication soon.

3.1 Related Work
There have appeared multiple papers in the area of verifi-
cation of asynchronous systems or systems with multiple
clock domains in the past two decades. We will reference
the reader to the main papers only.

Solutions of a proper data transfer within the circuit or
between separate circuits (so-called synchronization prob-
lem) begin with the analysis of the impact of the tran-
sition delay [5]. Several solutions have been proposed:
the simple one-wire solution via a two-flip-flop synchro-
nizer [6], a dual-clock FIFO synchronization channel [7],
or predictive synchronizers [8] for periodic clock domains.
In [9] and [10], possible problems of a synchronization are
discussed and verification methods of some of presented
problems are introduced. The methods include several
areas of verification using static analysis [11, 12], using
simulation-based verification with System Verilog asser-
tions [13], or using automatic formal verification [14].

We have to note that all of these verification methods
try to cover well-known methods of synchronization, but
there is no universal verification method for an arbitrary
synchronization. In [9], synchronization problems and
their verification are discussed. However, for the verifi-
cation of a handshake protocol, the authors admit that
“the check involves intense user intervention, because au-
tomatic analysis of signals involved in a handshake pro-
tocol is not trivial.”. This chapter proposes several auto-
matic methods of verification of synchronization subsys-
tems, including transaction-based protocols.

3.2 Modelling Asynchronous Behaviour
In the following, we provide four methods how to model
a system in a way which exposes possible data inconsis-
tency flaws caused by a wrong synchronization in the sys-
tem. We model the system using the zero-delay abstrac-
tion described in Section 2.2 and enhance the model at
places which may produce inconsistent states.

All four proposed methods differ mainly in their efficiency.
The first method (extending all critical input ports) is
quite precise in a matter of modelling possible synchro-
nization faults, but it rapidly increases the size of a model.
The second method (extending critical signal paths) tries
to lower these costs with an over-approximation of asyn-
chronous data transfer. Both of methods has been pub-
lished in [4], the next two methods are new. The third
method (modelling with one-step destabilizer) is inspired
by its predecessors but model inconsistent states in a more
efficient way. The fourth method (extending clock domain
outputs) aims at false alarms caused by a coarse over-
approximation of presented methods and provides a more
refined model of a given system.

The Basic Idea. The basic idea of all four proposed meth-
ods lies in generating a random phase to the propagation
of a signal through a critical signal path whenever a signal
changes. When the signal is sensed by some gate on such
an edge, one cannot predict its value. Each method of
extending a model introduce the random phase on differ-
ent parts of a circuit and with different lengths of phase1.

1In the following, by introducing a random value on some
signal we mean the assigning a non-deterministic choice
of values 0 and 1 to the signal.
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In general, the proposed approach is based on two as-
sumptions: (1) clock signals are random all the time, and
(2) model checking analyses all possible behaviours in-
cluding all clock phase shifts. Theoretically, in an ex-
tended model, when a source clock domain changes a sig-
nal propagating to another clock domain, a model checker
examines all possible scenarios which include the follow-
ing three cases: (i) The destination clock domain reads
a signal before its change, (ii) a signal is sensed within
a random phase representing a rising or a falling edge of
a signal, and (iii) a signal is read after it is stabilized.

If a signal is sensed by the destination clock domain before
or after the random phase, such situations clearly justify
stable behaviour of a system. Reading of a random value
simulates the case that the destination clock domain reads
the signal exactly at time when the signal is changing.

Definitions. In order to precisely define the notion of
gates, signals, ports, and critical signal paths, we view
a particular RTL hardware design in an abstract way as
a tuple H = (S,C, P,G,M) where: S is a finite set of
signals. C is a finite set of clock signals, C ∩ S = ∅. In
order to obtain a more regular description, we introduce
a special clock signal ⊥ 6∈ C ∪ S that we associate with
combinational gates. We denote C⊥ = C ∪ {⊥}. P is
a finite set of gate ports. G ⊆ C⊥ × 2P × 2P is a fi-
nite set of gates (combinational logic gates, flip-flops, or
latches). A gate—we use the notation g = (c, I, O) ∈ G in
the text below—is represented as a tuple consisting of its
clock signal c (which is ⊥ for combinational gates), a set
of input ports I ⊆ P , and a set of output ports O ⊆ P
such that I ∩ O = ∅. And finally, M : P → S is a signal
interconnection function.

A hardware design H = (S,C, P,G,M) is valid iff: (1)
port is shared by two or more gates, i.e., ∀g1 = (c1, I1, O1),
g2 = (c2, I2, O2) ∈ G, g1 6= g2 : (I1 ∪O1)∩ (I2 ∪O2) = ∅,
(2) every signal is set by one output only, i.e., for a signal
s ∈ S and gates g1 = (c1, I1, O1), g2 = (c2, I2, O2) ∈ G, if
output ports p1 ∈ O1 and p2 ∈ O2, M(p1) = M(p2) = s,
then p1 = p2, and (3) every port is connected with some
signal, i.e., M is a total function. Further in the text, we
implicitly suppose that a hardware design is valid.

A signal path π is a string of gates and their I/O ports in-
terleaved by signals connecting the ports (. . . , gate, out-
put port, signal, input port, gate, . . . ). Formally, for
a hardware design H = (S,C, P,G,M), a signal path
π = 〈g1o1s1i2g2o2s2i3g3 . . . gn−1on−1sn−1ingn〉 of length
n > 1 is a connected sequence of gates, ports, and sig-
nals such that ∀j ∈ {1, ..., n − 1} : gj = (cj , Ij , Oj) ∈
G ∧ gj+1 = (cj+1, Ij+1, Oj+1) ∈ G ∧ oj ∈ Oj ∧ ij+1 ∈
Ij+1 ∧ sj ∈ S ∧ (oj , sj) ∈ M ∧ (ij+1, sj) ∈ M . A critical
signal path is a path which starts with a gate in some
clock domain and ends in a gate in another clock domain.
We call critical input ports as all input ports of a critical
signal path. Further, we define a destination port being
the input port which appears at the end of a given critical
signal path. Finally, we define a clock domain output be-
ing a critical input port which appears at the beginning
of a critical signal path.

3.2.1 Extending All Critical Input Ports
We now introduce the approach when we extend the zero-
delay behaviour of every connection of a signal and an in-
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Figure 1: The automaton of a delayed input gate.

put port on critical signal path to make its value random
for a single verification step (a step in the execution of
a model) whenever there is a change of the stable value.
We have to note that since we introduce a one step delay
before every critical input port, there is a specific case of
accumulated delay in signal path intersection which re-
quires further consideration.

To model the impact of rising and falling edges in a crit-
ical input port, we replace every connection of a signal
to a critical input port by a new virtual gate. The new
gate delays the original signal value before propagating
it to the original input—we call the new gate a delayed
input ∆. We introduce the behaviour of ∆ by the finite
automaton in Fig. 1. The arcs represent if values of pre-
ceding signal s, originally connected to the critical input
port, differ in the current s and future state s′, the con-
trol states identify values of output of ∆ (in the state s,
the delayed input holds a value of signal s, state x repre-
sents a random value).

3.2.2 Extending Critical Paths
Previously proposed method is rather precise but may
cause a significant state-space explosion due to the num-
ber of newly introduced state variables. We try to avoid
this explosion by introducing a less precise, approximate
model. The previous approach delays a propagation of
a new stable value through a critical signal path with
a single step per each critical input port. We over-ap-
proximate such a behaviour by a phase of random values
on the output of critical signal path such that the phase
takes at least the number of steps as a cumulated delay
generated by the previous method. We introduce a de-
stabilizer as a virtual gate we use to generate a phase
of random values on the output of a critical signal path.
A destabilizer will be connected to the destination port
of a critical signal path where random values can become
visible. We create one destabilizer δρ for every set of crit-
ical signal paths having the same destination port (we
denote [ρ] being the set of paths ρ with the same desti-
nation port). The destabilizer starts to generate random
values if one of the clock domain outputs of considered
signal paths changes its value. The length of a random
phase is given by a length (a number of input ports) of
the longest critical signal path of [ρ].

3.2.3 Modelling with One-step Destabilizers
In the third method of modelling data transfer between
two clock domain, we focus on the number of random out-
puts generated by the destabilizer described above. Our
goal is to show that only one step of generating random
values is sufficient for most hardware designs. We describe
an modification of the model with destabilizers that pro-
duces random outputs for only one verification step—we
call them one-step destabilizers. The extension of a zero-
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delayed model is performed in a similar way as described
in the previous section dealing with extension of critical
paths.

As before, a one-step destabilizer δ1 added to the output
of a critical signal path ρ randomizes the output shared
with critical signal paths [ρ]. The behaviour of a one-step
destabilizer is the following. In a stable state, a one-step
destabilizer produces a value of the original destination
port of a critical signal path. If at least one of the mon-
itored inputs changes, the one-step destabilizer produces
a random output and the destination clock domain is
able to receive either 0 or 1. If this change is caused by
a single clock domain, the one-step destabilizer produces
a random phase for a single verification step—a change
of signals of a source clock domain is caused by rising
(or falling) edge; the rising (or the falling respectively)
edge cannot happen immediately in the next step, thus
the monitored signals hold their value and the one-step
destabilizer switches back to a stable state.

3.2.4 Delaying the Clock Domain Output
When comparing the use of one-step destabilizers with
the other methods, its main advantage is that it dramati-
cally reduces the number of new state variables—just one
state variable per the output of a group of critical sig-
nal paths is introduced. The disadvantage is that it in-
troduces false alarms. These false alarms make troubles
especially when verifying a synchronization implemented
by a combinational logic changing one signal value at
a time. More precisely, the problem appears in critical
signal paths with the same destination port holding its
value even if some clock domain outputs of the signal
paths sense a value change. In such a case, a one-step
destabilizer senses the change on the monitored inputs
and produces a (false) signal change at the destination
port. To refine such a model, we use the logic of the com-
binational gates of a critical signal path to restrict the
randomness. We let every clock domain output of ev-
ery critical signal path random every time it changes its
value and we let this random value be sensed by the rest
of the combinational logic. If the logic is designed such
that it does not propagate a change further to the sys-
tem, the destination port of a given critical signal path
does not sense the change.

3.3 A Comparison of Modelling Methods
In this section, the modelling capabilities of the proposed
methods are shown on experiments with models of two
different synchronization mechanisms. The experiments
of the proposed methods were performed on two such
components—(i) a synchronization module using a sim-
ple handshake protocol, and (ii) an asynchronous FIFO
unit. We performed the experiments on good and buggy
versions of these components (a buggy version incorrectly
implements the synchronization).

We implemented all proposed modelling methods in tool
CDCreveal which uses Cadence SMV as an input lan-
guage. We successfully used the tool on both asynchronous
units. Table 1 and Table 2 show the statistics of a veri-
fied model and the size of its state space: The first column
identifies the used method (noext means that no modelling
of CDC was performed, dinput represents the method
of extending all critical input ports, destabil represents
the method using plain destabilizers, osd stands for one-
step destabilizers, and doutput represents the method of

method var. trans. reach. set satisfied

noext 18 194 2251 true
dinput 22 226 4255 true
destabil 28 266 8431 true
osd 22 226 4255 true
doutput 22 226 4255 true

(a) A correctly implemented handshake

method var. trans. reach. set satisfied

noext 17 180 1598 true
dinput 20 204 4016 false
destabil 25 240 7817 false
osd 21 212 4538 false
doutput 20 204 4016 false

(b) A buggy handshake protocol

Table 1: Experimental results with model checking a sim-
ple handshake synchronization protocol.

method var. trans. reach. set satisfied

noext 41 873 32224 true
dinput 179 3123 N/A N/A
destabil 61 1269 164042 false
osd 43 953 37314 false
doutput 73 1691 65533 true

(a) Correctly implemented synchronization

method var. trans. reach. set satisfied

noext 41 845 33213 true
dinput 179 3111 N/A N/A
destabil 61 1241 155346 false
osd 43 925 69823 false
doutput 73 1659 70134 false

(b) Wrong synchronization of counters

Table 2: Experiment results of model checking the asyn-
chronous FIFO.

extending clock domain outputs), the column variables
shows the number of binary state variables of the model,
the trans. relation is the number of nodes of the BDD
encoded transition relation, the column reach. set repre-
sents the number of BDD nodes of the set of reachable
states, and satisfied shows if the verified property was
satisfied in a model. The time spent by model checking
of our two examples was below 2 seconds for all cases
(except one special case of asynchronous FIFO discussed
below), thus this data does not carry any useful informa-
tion. The “not available” (N/A) information in case of
extending the model with delayed inputs at every critical
input port means that the model was so complex that
the Cadence SMV model checker exceeds 4GB memory
limit while computing the set of reachable states.

4. Verifying Parametrized Hardware Designs
In this section, we propose a novel way of verifying pa-
rametrized hardware components. Namely, inspired by
the recent advances in the technology for verification of
counter automata, we propose a translation from (a subset
of) VHDL to counter automata on which formal verifica-
tion is subsequently performed. The subset of VHDL that
we consider is restricted in just a limited way, mostly by
excluding constructions that are anyway usually consid-
ered as erroneous, undesirable, and/or not implementable
(synthesisable) in hardware.
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In the generated counter automata, bit variables are kept
track in the control locations whereas integer variables
(including parameters) are mapped to (unbounded) coun-
ters. When generating counter automata from VHDL, we
first pre-process the input VHDL specification in order to
simplify it (i.e., to reduce the number of the different con-
structions that can appear in it), then we transform it to
an intermediate form of certain behavioural rules describ-
ing the behaviour of particular variables that appear in
the given design, and finally we put the behaviour of all
the variables together to form a single counter automaton.

We have implemented a prototype tool performing the pro-
posed translation. Despite there is a lot of space for
optimising the generated counter automata and despite
the fact that reachability analysis of counter automata
is in general undecidable [15], we have been able to ver-
ify several non-trivial properties of parametrized VHDL
components, including a real-life component implement-
ing an asynchronous queue.

4.1 Related Work
Recently, there have appeared many works on automatic
formal verification of counter automata or programs over
integers that can also be considered as a form of counter
automata (see, e.g., [16, 17]). In the area of software
model checking, there have also appeared works that try
to exploit the advances in the technology of verifying
counter automata for a verification of programs over more
complex structures, notably recursive structures based on
pointers [18, 19, 20, 21].

In this chapter, we get inspired by the spirit of these
works and try to apply it in the area of verifying generic
(parametrized) hardware designs. We obtain a novel,
quite general, and highly automated way of verification
of such components, which can exploit the current and
future advances in the technology of verifying counter au-
tomata (e.g., in [22], the authors were inspired by our
counter automata models). To the best of our knowledge,
there is no approach that provides verification of a generic
HDL module for all of its possible instances.

4.2 Preprocessing VHDL for Translation
Languages like VHDL or Verilog are simple to use for
hardware design but they are very rich languages for di-
rect translation to counter-automata-based model. In this
section, we discuss how to transform a hardware design
in VHDL to a uniform description using a small set of
language constructions.

The Considered Features of VHDL. Due to the high
complexity of VHDL, we do not cover all forms of VHDL
constructs and all possible behaviours of the designed
hardware. However, most of the restrictions that we de-
scribe below correspond to constructions or behaviour
which are in theory possible, but are usually not used, rep-
resent undesirable design practices, or are often not even
synthesisable. In particular, we do not consider cyclic as-
signments, processes sensitive on signal edges of two or
more signals, or unstable states. Moreover, we restrict a
hardware design to be used without most of IEEE library
extensions, we do not allow a bit-wise access to variables
with a parametric range and we do not allow for loops
over parametrized variables, and we also disallow a use of
procedures and functions.

Simplifying VHDL Code. A developer is able to use
VHDL constructs to describe the same hardware design in
different ways. For example, in the low-level, a developer
can use either a behavioural or a dataflow description to
express the same design. To avoid a complex direct trans-
formation from the VHDL language to counter automata,
we first transform a VHDL source code to a form which is
much simpler for all the subsequent transformation steps.
The goal of the simplification is to obtain code consisting
of conditional signal assignments only.

Handling Integer Variables. When translating opera-
tions on integer variables used in VHDL to operations
on counters, we have to take care of the fact that in
VHDL, arithmetical operations over integers are always
implicitly evaluated modulo the range of the appropri-
ate integer variables. In counter automata, we have to
make the modulo computation explicit (e.g., an assign-
ment v1 <= v2+v3; over integer variables represented on
n bits has to be translated to an assignment of the form
v1 := (v2 + v3) mod 2n). For analysing the generated
counter automata, we then, of course, need a tool that
can cope with counter manipulations corresponding both
to arithmetical, logical, and relational operators directly
used in the considered VHDL design as well as to the ad-
ditional operations stemming from implementing the im-
plicit modulo computations.

4.3 An Intermediate Behavioural Model
In order to make the translation from the simplified VHDL
to counter automata smoother, we implement the trans-
lation via an intermediate behavioural model that we will
now present.

A Definition of the Intermediate Behavioural Model
The intermediate behavioural model of a hardware com-
ponent is defined as a triple M = (V, T,B) where: V is
a finite set of variables, T : V → {bool, int} is a function
that associates every variable with the boolean or the in-
teger type, and B is a finite set of behavioural rules that
describe the behaviour of a given hardware component
and that have a form which we introduce below.

Let Vi ⊆ V be a set of input ports and Vp ⊆ V a set
of parameters. We define V = V × {last, next, posedge,
negedge} to be the set of possible references to the values
of variables from V with the following meaning:
(v, last) ∈ V refers to the value of v in the last reached
(i.e., current) state—in expressions, we usually abbreviate
it simply to v, (v, next) ∈ V , abbreviated to v′, denotes
the value of v in the next state, (v, posedge) ∈ V , ab-
breviated to ↑v, has the boolean meaning ↑v = ¬v ∧ v′
and denotes the positive edge of a 1-bit variable v (for
which T (v) = bool), and (v, negedge) ∈ V , abbreviated
to ↓v, has the boolean meaning ↓v = v ∧ ¬v′ and de-
notes the negative edge of a 1-bit variable v (for which
T (v) = bool). Further, let E be the set of all (well-typed)
expressions that one can form over V using arithmeti-
cal (+,−, ∗, ...), relational (=, 6=, <,>,≤,≥), and logical
(¬,∧,∨, ...) operators, and let C be the subset of E con-
taining all boolean-valued expressions. Let ⊥ ∈ E denote
an empty expression (see below).

We can now introduce special conditional assignments
that play the role of the behavioural rules constituting
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the set B of an intermediate behavioural model. In par-
ticular, B ⊆ C∗ × V × E. We write a behavioural rule
b ∈ B as c → v := e for c ∈ C∗ being a list of enabling
conditions, v ∈ V the variable set by the rule, and e ∈ E
being an expression defining the new value of v. In other
words, a behavioural rule b with a list of enabling condi-
tions c = c1c2...cn says that if c1 ∧ c2 ∧ ... ∧ cn holds for
a given valuation of the variables, v will get a new value
obtained by a valuation of e. If c = ε, we consider it to be
always true, and the assignment v := e is always enabled.

For a behavioural rule b : c → v := e ∈ B, we de-
note: cond(b) = c the enabling condition of b, var(b) = v
the variable to be set, value(b) = e the expression defin-
ing the new value of v. Further let, F (e), for e ∈ E ∪C∗,
be the set of reference to variables occurring in e, and
B(v) = {b | b ∈ B, var(b) = v} be the set of behavioural
rules over a variable v.

4.3.1 Extracting Behavioural Rules from VHDL
In order to obtain the set of behavioural rules B from
a description consisting of if-then-else statements, we ex-
tract the rules from VHDL statements as follows: For each
parallel assignment v <= e;, we add a rule ε → v := e
into B. For each sequential process that sets a variable v
by a single, possibly nested, if statement (after the pre-
processing, there is no other possibility), we proceed as
follows. For each assignment statement v <= e; that ap-
pears on the leaf level of such a (nested) if statement, we
add a rule c′1, c

′
2, ..., c

′
n → v := e into B (n ≥ 1). Here,

c1, c2, ..., cn are all the branching conditions that one tests
before reaching v <= e, and c′i = ci if the condition is sup-
posed to hold (i.e., we are nesting into an if ci or elsif ci
branch) whereas c′i = ¬ci if the condition is supposed not
to hold. An example of such a transformation is shown in
Fig. 2.

4.3.2 Adjustments of Behavioural Rules
To be able to model check a component, we need a model
of its environment too. Currently, we model the envi-
ronment to behave in a completely random way. For
every such an input v ∈ Vi, we add the following be-
havioural rules: If v is a 1-bit variable (i.e., T (v) = bool),
we add the rules ε → v := v and ε → v := ¬v to B.
Otherwise (i.e., T (v) = int), we extend B by the rule
ε → v := random. Here, random represents a random
integer value.

We are only interested in stable states that are defined
by the so-called state variables. In the hardware develop-
ers’ jargon, such variables are also known as registers or
signals which save their value. From a set of behavioural
rules, a non-state variable can be identified by the fact
that its value is set by a rule with the empty enabling con-
dition. The remaining variables are then state variables.
The only exception are input variables whose values are
defined and held by the environment of the modelled com-
ponent. Let further Vs = Vi ∪ {v | v ∈ V, cond(b) 6= ε}
be the set of state variables. Before generating counter
automata, we change the intermediate behavioural model
to use the state variables only.

Next, for technical reasons allowing us to ease the subse-
quent construction of a counter automaton from interme-
diate behavioural rules, we prefer to have all the manipu-
lation of 1-bit state variables in guards of the rules. That
is why, we transform every behavioural rule b : c→ v := e

over a 1-bit state variable v ∈ Vs, T (v) = bool, to the rule
bnew : c, v′ = e→ v := e.

Since gates working in transparent and synchronous mode
differ in a behaviour, we manifest this effect in behavioural
rules. A gate working in transparent mode produces out-
put which reflects current values on the input, i.e., for be-
havioural rule b ∈ B representing the transparent mode,
i.e., F (cond(b)) ∩ V↑↓ = ∅, a value of var(b) in the next
step should be calculated from values of all variables in
cond(b) and value(b) in the next step too. To reflect
this, we adjust behavioural rule b such that every vari-
able reference v that appear in cond(b) and value(b) will
point to its next value v′. On the other hand, if the be-
havioural rule b represents the synchronous mode, the
next value of var(b) should be calculated from current
values of value(b). In this case, the way our algorithm for
generating behavioural rules works implies that the set
of generated behavioural rules B must also include be-
havioural rules bτ ∈ B representing the transparent mode
whose condition is built solely of the conditions c1, c2, . . . ,
cn (possibly negated), for cond(b) = c1, . . . , cn, ↑v, cn+1,
. . . , cm. Due to the order of the evaluating conditions,
the bτ rules have a priority over b (note that they will
work with the future values of variables). That is why,
in order to exclude a possible conflict of the rules bτ with
b, we have to replace every variable reference v to v′ in
c1, c2, . . . , cn in b.

4.4 Generating Counter Automata
We start building the counter automaton A representing
the design by defining its set of counters as the set of
all integer-typed state variables from V—formally, wrt.
the definition of counter automata, X = {v | v ∈ Vs,
T (v) = int}. Further, we build control locations of A
based on all possible valuations of all control state vari-
ables in V , i.e., 1-bit state variables from the set Vq =
{v ∈ Vs | T (v) = bool}. Formally, we define the set of
control locations of A as Q = {q | q : Vq → {0, 1}}.

The design of a component in VHDL does not include
any specification of its initial state. In most cases, how-
ever, the specification of the component includes a com-
bination of signals which resets the component to some
initial state and assigns some constants to all its internal
variables. For the generation of A, to obtain these con-
stants and thus define the initial location and the initial
constraint on counters, the user must explicitly specify
the resetting signals by providing the appropriate valua-
tion of input variables that encodes them. By evaluating
enabling conditions of all the rules inB under the given re-
setting valuation of the input variables, we get a subset of
rules that are initially enabled. Each of such behavioural
rules defines an initial value for one variable—by evaluat-
ing the assignment parts of these rules, we can initialize
the variables. The obtained values of control state vari-
ables make up the definition of the initial location q0,
the valuation of integer variables allows us to construct
the initial constraint ϕ0 on counters2. If the modelled
component has no resetting signals or the desired initial
state is not the reset state, the initialization must be de-
fined explicitly by the user.

2In fact, this applies only to the counters other than
the ones representing parameters—if the possible values
of parameters are also to be constrained somehow, it is
up to the user to add the appropriate constraint into ϕ0.
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¬c1, c2 → v := e2
¬c1,¬c2, c3, c4 → v := e3
¬c1,¬c2, c3,¬c4, c5 → v := e4
¬c1,¬c2, c3,¬c4,¬c5 → v := v
¬c1,¬c2,¬c3 → v := e5

c1 → v := e1
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Figure 2: Synthesis of behavioural rules wrt. the conditions passed till a certain assignment can be fired: (a) a normalized
VHDL if statement, (b) the syntax tree representing the if statement, (c) the set of behavioural rules for the variable
v derived from the given if statement.

Considering the transition relation, for an expression e ∈
E and two locations q1, q2 ∈ Q of A, we denote by eq1,q2

the valuation of e where for each v ∈ Vq, (v, last) is eval-
uated as q1(v) and (v, next) is evaluated as q2(v). We
allow the valuation to be partial—if e contains integer
variables, they remain untouched. We construct the tran-
sition relation of A by checking for every pair of control
locations q1, q2 ∈ Q, q1 6= q2, whether the intermediate
behavioural model allows us to connect them: (1) For
each b ∈ B with cond(b) = c1c2 . . . cn for some n ∈ N, we
(as far as possible) evaluate the enabling condition of b,
i.e., we compute guardq1,q2(b) =

∧
1≤i≤n c

q1,q2
i . Further,

let Be = {b | b ∈ B, var(b) ∈ Vs, guardq1,q2(b) 6= false}
be the set of all (conditionally) enabled behavioural rules
setting the value of state variables. (2) We further one-by-
one consider all subsets Bt ⊆ Be such that Bt contains
exactly one rule b such that var(b) = v for each state
variable v ∈ Vs. For each Bt, we perform the following
steps:

1. In each rule b ∈ Bt, we iteratively substitute all ref-
erences to the future values of counter variables by
the expressions assigned to them within Bt. This is,
we substitute each v′ for v ∈ Vs \ Vq by the expres-
sion value(bv) where bv ∈ Bt and var(bv) = v.3 We
repeat this step till all references to future values of
counters disappear.

2. Based on the set of rules Bt, we create a transition

q1
ϕ−→ q2 of A where ϕ = (

∧
b∈Bt

guardq1,q2(b)) ∧
(
∧
b∈Bt,var(b) 6∈Vq

α(var(b) := valueq1,q2(b)) and α is

a function that transforms an assignment v := e to
a formula v′ = e.

4.5 Experiments
For our experiments, we implemented in Python a proto-
type version of the translation that we proposed here (up
to some issues of the VHDL pre-processing mentioned in
Section 4.2). In particular, we implemented a translation
to counter automata in the input language of the ARMC
tool [17] and also to integer programs in the C program-

3At this point, only the variables representing counters
are considered since the references to future values of con-
trol state variables are taken care through the partial val-
uation of the expressions.

ming language for Blast [23]. Both of the tools are based
on predicate abstraction and the CEGAR approach.

We have concentrated on verifying of safety properties,
i.e., on reachability of some bad states. To distinguish
the bad states, we change a given VHDL specification
by creating a 1-bit variable whose value is a propositional
logic formula representing the bad states. The translation
then distinguishes states with this bit unset (the good
ones) and set (the bad ones). Transitions to the bad states
are controlled by a propositional formula.

To test the proposed counter-automata-based model ex-
traction method, we have first applied it to two small
non-parametric components (having integer variables, but
of a fixed width). Then we applied the method to two
more complex parametric components. The first two com-
ponents (a counter and a register) represent basic ele-
ments from which hardware is built on the RTL level. For
the counter, we verified that there is no overflow possible.
For the register, we verified that the data transfer from its
input to the output and the reset of the register function
correctly. A more complex case study that we consid-
ered is a synchronous LIFO component which implements
a stack with two operations—push and pop. The generic
nature of this component is given by a parametrization
of the number of items the LIFO can save. This compo-
nent implements among other signals whether it is empty
or full. We verified whether these signals are always set
correctly for any possible size of the LIFO. The last veri-
fied component is an asynchronous FIFO. We successfully
verified two properties of the component: (1) the queue
does not inform that it is full incorrectly (on four differ-
ent configurations of the AsFIFO-Full), and (2) the queue
does not inform that it is empty and full at the same time
(AsFIFO-FE).

The results of our experiments are summarized in Ta-
ble 3. The first column identifies the component and/or
the verified property—Counter and Register as the basic
blocks of RTL design, the component of a LIFO queue
(SynLIFO), and two safety properties for asynchronous
FIFO, one of which is performed on different configura-
tions of the FIFO (verified properties were satisfied for
all the cases). The next column provides the number of
control locations in the counter-automaton model—note
that the number corresponds to 2n+2, which is the num-
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Component |Q| |δ| |X| Extraction ARMC Blast

Counter 6 14 2 < 1s < 1s 3.4s
Register 10 44 2 1s < 1s 2.6s
SynLIFO 66 985 2 23s 1.7s 8h
AsFIFO-Full (i) 18 205 7 2s 1s N/A
AsFIFO-Full (ii) 66 838 12 45s 7s N/A
AsFIFO-Full (iii) 66 2628 12 1m3s 1m21s N/A
AsFIFO-Full (iv) 130 4148 12 3m42s 4h6m N/A
AsFIFO-FE 34 612 11 16s 15h29m N/A

Table 3: Experiments with extracting from VHDL and with their subsequent reachability analysis.

ber of control locations over n 1-bit state variables, one
location representing an initial state constraining values
of parameters, and one location representing a bad state.
Columns 2 and 3 represent the number of transitions be-
tween control locations and the number of used counters
(integer variables). Column 4 represents the time needed
for translating the designs into counter automata by our
prototype. Columns 5 and 6 represent times needed for
analysing the generated counter automata in ARMC and
Blast (“N/A” means that the verification did not finish).
The experiments were performed on an Intel E6750 pro-
cessor with 2GB DDR3 memory.

5. Conclusion and Future Research
We have introduced two original approaches to formal
verification of hardware designs. We conclude each of
the methods in its own section.

5.1 Verifying Asynchronous Hardware Designs
For verifying asynchronous systems with multiple clock
domains, we have introduced four original approaches. All
of the approaches refine the zero-delay modelling of hard-
ware designs with an appropriate description of transient
behaviour of a circuit. Such a refinement allows the qual-
ity engineer to perform a check of clock domain cross-
ings within the functional verification of a circuit with
no need of verifying CDC independently. The proposed
approaches differ in their precision and the incurred veri-
fication cost. The first approach (based on extending all
critical input ports) is quite precise, but may contribute
to the state explosion problem in a significant way since
it introduces a number of new state variables. The other
approaches are much more efficient as they are based on
an over-approximation of the behaviour of the clock do-
main crossing, and hence use less new variables. The
methods are, however, still precise enough to allow one
to prove interesting properties on various hardware de-
signs as we have illustrated by our experiments. Every
method is implemented in the prototype tool CDCreveal ,
which uses the input language of the Cadence SMV model
checker. The implementation can be simply modified to
be used with a different model checker.

Future Directions in Verifying CDC. Since the over-
approximation of the possible behaviour that arises when
using destabilizers, one-step destabilizers, or delaying gates
on clock domain outputs, one cannot be sure if detected
problem reflects a possible behaviour of a real system.
Thus, one must verify the reason of such an alarm. A
possible solution that is worth exploring in the future is
is to analyse each critical signal path to decide if it needs
to be modelled with a more refined approximation of a sig-
nal path behaviour. Another possible research direction

aims at the state explosion problem of every proposed ex-
tension method. Most of asynchronous hardware designs
use some kind of the synchronization method that has al-
ready been verified. An analysis of a correct synchronizer
is unnecessary if the synchronizer is correctly connected
to the design. An interesting idea is to combine the veri-
fication approaches proposed here, based on extension of
the models, with using a library of synchronizers and with
some light-weight static checks of their correct use.

5.2 Verifying Parametrized Hardware Designs
To deal with parametrized hardware designs, we have pre-
sented a new, quite general and automated, approach to
formally verify parametrized VHDL components. The
approach is based on an automated translation of hard-
ware components to counter automata and on exploit-
ing constantly improving technology for verifying counter
automata (or integer programs). We have implemented
a translation scheme presented in the thesis in the proto-
type tool VHD2CA. It was successfully used together with
the ARMC tool [17] for verification of several interesting
properties of parametrized VHDL components, including
a real-life component.

Future Research of Parametrized Systems. In the fu-
ture, an effort can be put to lifting some of the restrictions
of our initial approach, e.g., allowing a bit-wise approach
to parametrized components by an automated abstrac-
tion of bit-wise operations. Another interesting research
direction is to investigate possibilities of reducing the size
of the automata that we generate. Since some transi-
tions generated by the algorithm proposed before may be
unfeasible, it is possible that some control locations are
unfeasible too and may be safely removed from gener-
ated counter automaton. The size of generated counter
automaton can also be reduced by disallowing a given
subset of transitions or state locations in a similar way
as specifying a fairness property, i.e., by specifying which
executions of a system are valid, thus other executions
may be removed from the analysis. Further, we would
like to do more experiments with real-life components us-
ing more different tools for handling counter automata
(or integer programs), perhaps even contributing to their
development by thinking of heuristics suitable for counter
automata derived from hardware components.
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