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Abstract
The field of computer vision has seen rapid advances in
development and solutions following the introduction of
deep neural networks. In this work we explore multiple
techniques of deep learning in the research on segmen-
tation, interpretability learning, lower-level feature man-
ifold learning, image synthesis and disentanglement. In
order to achieve progress in these fields, we utilize vari-
ous neural network computational models as well as novel
architectures to overcome known issues. We conduct sev-
eral experiments in order to understand and evaluate the
selected processes for multiple areas such as texture or
medical imaging. We show improved results in the inter-
pretability of neural network for classification of magnetic
resonance imaging using our set of rules in the composite
layer-wise relevance propagation method. For textures
and texture synthesis, we overcome the issue of image
bluriness while providing partial disentanglement using
novel variational autoencoder model and improved train-
ing strategy.

Categories and Subject Descriptors
I.4.5 [Image processing and computer vision]: Reconstruc-
tion; I.4.6 [Image processing and computer vision]: Seg-
mentation; I.4.7 [Image processing and computer vision]:
Feature measurement

Keywords
deep learning, computer vision, texture synthesis, inter-
pretability learning, image segmentation
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Object recognition and representation as a process of learn-
ing and identifying visual categories is constantly devel-
oping and challenging task of computer vision [12]. It
is closely related to human knowledge and cognitive psy-
chology. The same objects in the scene can be categorized
in multiple views of semantic hierarchy [6].

According to the paradigm of developing a computer vi-
sion system, we can divide the recognition solutions to
a bottom-up and top-down approaches [3]. The bottom-
up approach attempts to make a priori assumption over
available data. The top-down approach utilizes detection
and recognition algorithms, under the assumption that
the object is presented in the scene.

The primary aim of this thesis is to investigate lower level
object features and application in the field of computer
vision. We employ multiple deep learning techniques for
object segmentation, texture synthesis, classification and
interpretability learning.

2. Open Issues
To further study the potential of low level feature-based
description, we explore and contribute to multiple areas
of research such as:

1. Disentanglement of visual features: Features pre-
sented in the neural networks do not provide end
user with sufficient explain-ability. Separating such
features can offer multiple benefits [2]. By doing so,
we are able to control those features, for example in
generative models [7, 18]).

2. Lower dimensional features manifold representation:
Hidden layers of neural networks provide us with
additional information and visual cues. In certain
models such as autoencoders we are able to adapt
the learning strategy to obtain compressed repre-
sentation of input images following desired manifold
properties [20].

3. Patch-based segmentation: Advances in neural net-
works also apply to the object segmentation process.
Object segmentation at pixel-level can be utilized
in multiple fields with sparse and highly unbalanced
datasets such as in the medical domain [29].

4. Interpretability of deep learning: Most deep learning
approaches operate as black boxes and do not pro-
vide any evidence for their decisions. This is seen as
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a major drawback for multiple practical solutions.
Research in this field can lead to a better under-
standing of the neural network processing.

3. Related work
Autoencoder characteristic feature is the ability to copy
input of the network to its output. The size restriction in
its intermediate layers allows multiple beneficial features
of this approach. The main advantage of this approach is
the ability to learn compressed representations [11]. Au-
toencoders are commonly used for feature learning as well
as for dimensionality reduction [14, 4].

Siamese networks were introduced as a solution for signa-
ture matching task [5]. Network consists of two identical
models that utilize different input at a time. It is then
merged at the end following with the cost function. This
allows the model to compare the inputs. Multiple adap-
tations of Siamese network have been applied for different
approaches or domain problems [23, 9].

The state-of-the-art models for segmentation mainly uti-
lize standard convolutional or autoencoder approaches.
The U-Net architecture, which is widely used for multi-
ple segmentation applications, uses autoencoder approach
with skip connections between intermediate layers to in-
crease descriptive capability of the network [27].

The interpretability of the neural networks can be divided
into three categories based on the method used: Gradient-
based, Pertubation-based and Relevance-based methods.
Gradient-based methods rely on gradient modelling of
output with respect to the input. Approaches utilising
this strategy are often referred to as sensitivity analy-
sis [28]. Pertubation-based strategy provides output by
masking the image input and performing forward pass
through the network [30]. Relevance-based methods are
based on a relevance computation of each input feature
by back-propagation of network prediction, following de-
signed rules [25, 1].

4. Compressed similarity learning
We propose to adjust the autoencoder manifold learning
using Siamese autoencoder approach with shared weights.
Additional network branch allows direct control of multi-
ple inputs and comparison at the input and output level
with the encoded intermediate representation. For this
purpose, we propose to pass the similarity learning of in-
put feature in form of cosine distance to the intermediate
layer. This forces the encoded layer to follow defined local
neighborhood properties and allow direct comparison at
encoded level. The architectural overview can be found
in the Figure 1.
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Figure 1: Architectural overview of Siamese autoencoder.
The dotted lines mark parts of the network used for the
computation of loss function

The cost function consists of reconstruction term Crec and

a distance term Cdist. The reconstruction follows stan-
dard function as in the baseline autoencoder. Distance
term measures the similarity between the inputs on the
input level as well as the intermediate level.

C = Crec + Cdist (1)

Crec = Csim(X1, Y 1) + Csim(X2, Y 2)
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Where X1, X2 and Y 1, Y 2 represent inputs and outputs
of the network. Number n represents the vectors length.
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Where N represents the batch size and c1, c2 the encoded
representations of the input image for the first and second
network branch.

We perform evaluation on multiple datasets: MNIST [21]
(28×28 image input), CIFAR10 [19] (32×32 image input)
and VOC12 [10] (Features selected by the SIFT detector,
re-scaled to the size of 32 × 32). Architecture consists
of four fully connected layers for encoder and decoder,
starting with the size of the flattened dataset image in-
put. Each subsequent layer size is divided by the factor
of 2 for encoder and multiplied for decoder. The resulting
encoded representations are in the size of 98, 128 and 128
for each dataset. We use sigmoid activation function us-
ing the first two datasets and leaky ReLU for the VOC12
dataset. The RMSprop optimizer with a base learning
rate of 0.001 and a batch size of 32 is used for all experi-
ments. We train the network in an unsupervised manner,
utilising the image noise as additional augmentation simi-
lar to denoising autoencoder approach. We also apply the
stacking training method by gradually adding and train-
ing layers to the network architecture.

In the next visualisations (Figure 2 and 3) we show the
learned similarity capabilities of the approach following
the similarity metric as well as reconstruction capability
comparable to the standard approach.

5. Application of segmentation
We have proposed two architectural approaches for seg-
mentation as well as the combined approach for the prob-
lem of tumor segmentation from magnetic resonance imag-
ing (MRI). In this study we tackle with the issue of sparse
and unbalanced dataset (see Table 1). We use the multi-
modal brain tumor image segmentation benchmark BRATS
dataset [24].

To address the class imbalance, we work with smaller im-
age patches cropped from the MRI images, preserving the
local feature neighborhood. We also adapt the Tversky in-
dex loss function [13] to include multi-label segmentation
issue:
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Figure 2: Boxplot evaluation of manifold structure learning
following similarity criteria. The comparison of Siamese
autoencoder (SAE) is done with the standard autoencoder
(AE) approach. Lower values represent better mapping to
the original structure

Figure 3: Boxplot evaluation of reconstruction error
of standard autoencoder (AE) and Siamese autoencoder
(SAE) over multiple datasets

Label Tissue type Occurrence
0 Healthy tissue 98%
1 Necrosis 0.18%
2 Edema 1.1%
3 Non-enhanced tumor 0.12%
4 Enhanced tumor 0.38%

Table 1: Occurrence of ground truth per pixel labels pro-
vided by manual segmentation
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We included parameters L and ζ. Parameter L represents
the number of classes while l is showing the current label
of the tissue. With parameter ζ we are able to adjust final
score for certain labels, addressing the class imbalance.

In this study we study three architectural approaches.

First, we explore down-sampling approach of convolu-
tional network for pixel-wise prediction. Then we employ
the autoencoder approach for patch-wise prediction. Fi-
nally, we merge these approaches in a single forward pass
pixel-wise prediction. All of the approaches utilise input
MRI patches of size 63×63×4, including all MRI modal-
ities.

To evaluate the segmentation results, we average the re-
sults of 20 thousand test samples, generated from 20 pa-
tients with high-grade glioma. The results are based from
comparison over three sub-tumoral regions:

• Complete Tumor - All tumoral classes included

• Core Tumor - All tumoral classes excluding edema
region.

• Enhancing Tumor - Only enhancing tumor region

The autoencoder approach performs marginally better in
our approach in comparison to other proposed approaches.
Even when it does not overcome the architecture of U-net
with skip connections, this approach shows potential in
the control of the learning process for sparse and unbal-
anced datasets.

6. Learning of disentangled features for texture
synthesis

We employ novel architecture of hierarchical variational
autoencoder along with sophisticated training strategy in
order to utilize parallel branches of the model to learn dif-
ferent level of details using multiple latent codes. This ap-
proach overcomes the usual blurry results of autoencoder
models and also supports the disentangled approach of
features.

The textures are characterized by a higher inter-class and
intra-class variance and represent a challenge for multi-
ple recognition models in order to learn good generaliza-
tion. In our method we train neural network for instances
of the same texture in a texture reconstruction problem.
We learn the underlying texture distributions in the la-
tent intermediate features which we can use for texture
reconstruction, synthesis and disentanglement learning.

Hierarchical variational autoencoder contains multiple par-
allel branches j with hidden variables z = z1, ..., zj sam-
pled from learned parameters mean (m = m1, ...,mj) and
sigma (σ = σ1, ..., σj) for each respective layer. The
objective of such network is to train generative model
p(x, z) = p(x|z)p(z) as well as inference model q(x|z).
Variable z is following distribution zi ∼ N (µi, σi). Along
the standard reconstruction objective, the model also in-
cludes the regularization term for the latent codes in a
form of isotropic Gaussian h ∼ N (0, I). This regulariza-
tion is done in a form of Kullback-Leiber divergence. We
use overall 4 parallel branches in our experiments.

6.1 Training strategy
Part of the novel approach includes the training strat-
egy of the hierarchical variational autoencoder, which al-
lows parallel distributions to learn different input image
features and propagate them through the network. We
propose to train model in stages. During the training at
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DSC Sensitivity
Model Complete Core Enhanced Complete Core Enhanced

Down-sampling 0.72 0.61 0.56 0.76 0.62 0.61
Autoencoder 0.75 0.66 0.58 0.80 0.63 0.64
Combined 0.74 0.63 0.58 0.78 0.62 0.64
U-Net [16] 0.87 0.83 0.79 0.88 0.79 0.81
DeepMedic [17] 0.83 0.72 0.69 0.86 0.76 0.75
DF-DeepMedic [8] 0.85 0.77 0.71 0.86 0.79 0.75

Table 2: Evaluation of the proposed models along with other state-of-the art models over DSC and Sensitivity metrics

one stage, all of the branches contribute to the overall
result, however only one branch is active for updates by
backpropagation at a time. Other branches contribute by
latent code sampling following their learned parameters.
The latent layers zj higher in hierarchy from the optimised
branch i are subject to being sampled from an isotropic
Gaussian zj;j<i ∼ N (0, I) instead of their trained param-
eters µj and σj . This serves as additional regularization
term in order to force lower layers learn distinguishable
features.

In our experiments we train model for texture dataset
from the texture similarity research of Hudec and Be-
nesova [15]. We train our model separately for each tex-
ture, aiming to learn meaningful feature representations.
The model takes input images of size 256 × 256. The
specific architecture of our solution can be found in the
Figure 4.

6.2 Evaluation
The performance evaluation is following three qualitative
criteria: reconstruction, disentanglement and synthesis.
For this purpose, four textures with different characteris-
tics (bricks, camouflage, tiles and stone wall) were chosen.
Along with standard training on selected texture patches,
we also include multiscale texture training using different
resolutions rescaled to the base size of 256 to further test
the model’s capabilities.

In the task of reconstruction, our model shows an im-
provement by providing less blurry images. Each of the
latent representations is able to learn different level fea-
tures and increase the quality of reconstruction by adding
higher level features to the output. We show the sharp-
ening effect in the Figure 5 by gradually performing sam-
pling and reconstruction from the lowest parallel branch.

With our model we are able to perform texture synthe-
sis by adjusting the sampling parameters at each parallel
layer. Since the sampling distribution follows regulariza-
tion in form of Kullback-Leiber divergence with isotropic
Gaussian, we know that the sampling distribution is close
to distribution N(0, 1). Based on observation of several
texture states we are able to adjust the training sampling
parameters and perform texture synthesis. An example
of such synthesis is found in the Figure 6.

In order to tackle the visualization of disentanglement,
we adjust the lowest z4 layer of the network. By gradual
changes, we are able to see the structural changes of the
texture image (Figure 7).

7. Interpretability of neural networks
The interpretability of the neural network solutions plays
important part for the practical applications in many do-

mains. We explore the Layer-Relevance Propagation (LRP)
method and adapt multiple rules for the composite LRP
computation in order to provide user with better inter-
pretability method in the field of medical domain and
Alzheimer’s disease classification. The LRP method uti-
lizes calculations of relevance at pixel level by back prop-
agating the network following certain rules. Composite
LRP is a case of propagation method, which is character-
ized by using multiple rules depending on the layer depth.

For purpose of this research we train a 3D binary classi-
fication convolutional network for Alzheimer’s diagnosis
with an accuracy of 92.11%. We use a dataset of MRI
scans from a TADPOLE challenge [22], which is part of
ADNI (Alzheimer’s Disease Neuroimaging Initiative).

We propose three modifications of the w2 rule, which is
commonly used for input layers in the LRP computations.
The first proposed modification input×w2 rule is adding
the direct input to the computation with the aim of in-
creasing the data influence and dependency on the input.
The second modification w− log rule utilizes logarithmic
instead of the square function in order to highlight nega-
tive evidence in order to provide better visualization for
cases with high false-positive instances rate. Last modifi-
cation w−sqrt rule computes the square root of the input.
This modification aims to give more relevance also to the
less relevant input which contributes to the classification
outcome. Equations for the proposed set of rules are as
follows:

Ri =
∑
j

xiw
2
ij∑

i xiw
2
ij

Rj (5)

Ri =
∑
j

log10 wij∑
i log10 wij

Rj (6)

Ri =
∑
j

√
wij∑

i

√
wij

Rj (7)

We follow the research of Montavon et al. [25] for ap-
plying the set of rules in the composite LRP approach,
substituing the input layers rule with the proposed ones
in the evaluation. On top of that, we also experiment
with the top layer modification which corrects negative
relevance features for the resulting visualization. The list
of used modification rules are summarized as follows, with
underlined rules representing our proposed modifications:

• Input Layer: w2 rule, Bounded rule [26], input× w2,
w-log, w-sqrt

• Lower Layers: LRP-αβ, Flat
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Figure 4: Closer look at architecture specifications. In our model we have usual convolutional layer c(filters,stride) followed
by b batch normalization layer and lr leaky ReLU or r1 ReLU1 activation for the output layer. Decoder of the model also
contains the upsampling layers u. Best viewed in color

• Middle Layers: LRP-ε, LRP-αβ

• Upper Layers: LRP-0, LRP-ε

We compare our results using the pixel flipping method.
Here, we iteratively replace the voxels with random noise
based on their relevance - from most relevant to least rel-
evant. We expect the classification score to goes down
rapidly if the relevance visualization is correct. For each
iteration of the pixel flipping method for the next visu-
alization we replace 1000 voxels. The results in the fol-
lowing figures for positive and negative evidence (Figure
8 and 9) confirm a better performance of the compos-
ite LRP approach as well as our rule modification, which
improves the relevance calculation.

8. Conclusion
This thesis explores various computer vision fields tack-
ling lower-level features computation. We examine the
models using convolutional network, Siamese and autoen-
coder with novel approaches to gain insights into lower-
level feature manifold learning, segmentation and image
synthesis. We achieve partial disentanglement of the fea-
tures using the novel training strategy approach with the
parallel branches of variational autoencoder as well as
tackle the problem of blurriness in the output reconstruc-
tions using autoencoder approach. In the research of in-
terpretability, we achieve improvements using proposed
set of rules in the medical domain for Alzheimer’s dis-
ease.

References
[1] S. Bach, A. Binder, G. Montavon, F. Klauschen, K.-R. Müller,

and W. Samek. On pixel-wise explanations for non-linear
classifier decisions by layer-wise relevance propagation. PloS one,
10(7):e0130140, 2015.

[2] Y. Bengio, A. Courville, and P. Vincent. Representation learning:
A review and new perspectives. IEEE transactions on pattern
analysis and machine intelligence, 35(8):1798–1828, 2013.

[3] M. Bennamoun and G. J. Mamic. Object recognition:
fundamentals and case studies. Springer Science & Business
Media, 2012.

[4] H. Bourlard and Y. Kamp. Auto-association by multilayer
perceptrons and singular value decomposition. Biological
cybernetics, 59(4-5):291–294, 1988.

[5] J. Bromley, I. Guyon, Y. LeCun, E. Säckinger, and R. Shah.
Signature verification using a" siamese" time delay neural
network. In Advances in neural information processing systems,
pages 737–744, 1994.

[6] R. Brown. How shall a thing be called? Psychological review,
65(1):14, 1958.

[7] C. P. Burgess, I. Higgins, A. Pal, L. Matthey, N. Watters,
G. Desjardins, and A. Lerchner. Understanding disentangling in
β-vae. arXiv preprint arXiv:1804.03599, 2018.

[8] S. Chen, C. Ding, and M. Liu. Dual-force convolutional neural
networks for accurate brain tumor segmentation. Pattern
Recognition, 88:90–100, 2019.

[9] S. Chopra, R. Hadsell, and Y. LeCun. Learning a similarity metric
discriminatively, with application to face verification. In 2005
IEEE Computer Society Conference on Computer Vision and
Pattern Recognition (CVPR’05), volume 1, pages 539–546. IEEE,
2005.

[10] M. Everingham, L. Van Gool, C. Williams, J. Winn, and
A. Zisserman. The pascal visual object classes challenge 2012
(voc2012) results (2012). In URL http://www. pascal-network.
org/challenges/VOC/voc2011/workshop/index. html, 2011.

[11] I. Goodfellow, Y. Bengio, and A. Courville. Deep learning. MIT
press, 2016.

[12] K. Grauman and B. Leibe. Visual object recognition. Synthesis
lectures on artificial intelligence and machine learning,
5(2):1–181, 2011.

[13] S. R. Hashemi, S. S. M. Salehi, D. Erdogmus, S. P. Prabhu, S. K.
Warfield, and A. Gholipour. Asymmetric loss functions and deep
densely-connected networks for highly-imbalanced medical
image segmentation: Application to multiple sclerosis lesion



6 Jakab, M.: Object detection and recognition using methods of computer vision

baseline z4 z43 z432 z4321 baseline z4 z43 z432 z4321

Figure 5: Reconstruction comparison of baseline images through gradually adding sampling from hierarchical layers. Base-
line image can be viewed in the first column. From second column to the right we show reconstructions by gradually adding
learned sampling information from the lowest z4 layer up to highest z1 layer. We can see how adding information from
higher layers are adding further details to the overall reconstruction

Figure 6: Texture synthesis visualization. Decoder part of the network was used for texture synthesis with sampling
parameters following Gaussian distribution z ∼ N (0, I) for each respective sampling layer z4321
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ing replaced in contrary to the approach based on voxel
relevance
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evaluation is taken as an average over 25 HC and 25 AD
subjects. Random approach can be viewed as an control,
where random voxels are being replaced in contrary to the
approach based on voxel relevance
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